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Abstract

This paper deals with the parallelization of one of the most popular three-dimensional
oceanographic model: the Princeton Oceean Model (POM). The parallelization is
achieved using a standard message passing library, MPI, to ensure portability of the
code. A robust and efficient domain decomposition method is introduced to solve, in
principle, large scale examples on clusters of machines. Parallel efficiency and scal-
ability with number of processors are shown for two standard seamount problems
in different configuration.
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1 Introduction

Oceans cover 70 % of the Earth’s surface and contain 97 % of the Earth’s
water. They play a key role in the climate dynamics through complex air-sea
interactions and through their ability to store heat, which limites seasonal
extremes. However the detailed structure of the currents, distribution of phys-
ical and biological properties in the sea are far from being well understood. In
situ oceanographic instruments provide only discontinuous and sparse mea-
surements in the oceans. Although Satellites provide data with a frequency
ranging from 2 to 10 days covering the entire globe, their information are lim-
ited on the ocean surface. Data below the sea surface has to be obtained only
from three dimensional ocean models. The numerical methods used by ocean
models consist in discretizing the primitive equations, i.e. the Navier-Stokes
equations on a three dimensional grid and computing the time evolution of
each variable for each grid point. For over twenty years the use of ocean mod-
els to solve the Navier-Stokes equations have been successfully applied to the
ocean becoming fundamental tools to investigate the physics of the ocean.
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Nowadays, in additional to running ocean models at ever increasing resolu-
tion, ocean models need the inclusion of more complex physical and biological
processes in order to improve them in describing the real ocean. Thus, in or-
der to answer the huge amount of computational demand, raised to conduct
the above improvements and to lower the cost of simulations, a paralleliza-
tion strategy is needed. In this work we describe how we have parallelized
the Princeton Ocean Model (POM), one of the most used ocean model, and
evaluate the parallel performance obtained. In particular in section 2 we de-
scribe the ocean model features and algorithm, in section 3 we illustrate the
technique used to parallelize the serial code and in section 4 we report the
performance obtained. Conclusions are summarized in section 5.

2 Princeton Ocean Model (POM) description

The Princeton Ocean Model is a three-dimensional primitive equation model,
i.e. solves in nite di erence form the Navier-Stokes equations along with a
non-linear equation of state which couples the two active tracers (temperature
and salinity) to the wuid velocity 5. It also applies the following four approx-
imations the st t i ti n,i.e. the weight of the uid identically
balances the pressure, the  ussin s 1 ti n i.e. density variations
are neglected unless the density is multiplied by gravity, the in 581 1
it i ti n ie. the three dimensional divergence of the velocity vector
is assumed to be zero, and the tu w nt  su i ti n ie. the ef-
fect of small scale processes on the large scale (turbulence) are expressed in
terms of large-scale features ( 3 ). It has been extensively applied to a wide
range of oceanic problems including estuarine and shelf circulation studies 1 ,
data assimilation in the ulf Stream  and general circulation studies in the
Mediterranean Sea

The model algorithm uses an explicit di erencing scheme for the two horizontal
velocity components, the temperature and the salinity the other variables, the
pressure, the density and the vertical component of velocity are calculated by
implicit di erencing. The model also uses an explicit di erencing time-stepping
scheme to provide free surface variations. To do this, the model solves a set
of vertically integrated equations of continuity and momentum, usually called
t n . ecause of the very fast speed of surface waves in the ocean, the
time step used to solve this mode is very short. For computer time economy
the 3D-equations (int n ), are solved using a larger time step, at the
end of which the two modes are combined this procedure is known as ti
s attin t niou .

The model speci es the values of all variables at the nodes of a curvilin-
ear orthogonal grid, st as an Arakawa-C scheme, conserving linear



and quadratic quantities like mass and energy. The model also uses a sigma-
coordinate system for which details on the transformed equations and numer-
ical algorithm can be found in 2,4 .

Paralleli ation

POMis a FO T AN 77 code that was initially designed for serial processors
and later converted to vector processors. In the last decade, vector supercom-
puters are began obsolete and new hardware based on it chip have
take place. The serial code is still widely used and can be downloaded from
web 7.

Our parallel version of POM, PCE-POM (PCE stands for Parallel CASP
ENEA), has been developed assuming three reasonable tasks portability,
memory saving and scalability. e accomplished all tasks maintaining, at
the same time, all algorithms as in the serial version of POM.

PCE-POM is structured assuming a two (or one) dimensional geometric de-
composition of the ocean computational grid into a set of smaller sub-domains.
In particular, the grid is horizontally partitioned across the latitude and or
longitude dimensions into rectangular blocks, leaving the vertical dimension
unchanged (see Fig 1)). e observe that the computation in the vertical di-

domain decomposition

mension is hard to parallelize for the presence of an implicit scheme in the
code. Each sub-domain is then allocated to a single processor which runs a
complete copy of the code, i.e. it is responsible for stepping forward the dy-
namic ocean variables on the sub-domain under consideration. This technique,
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In order to guarantee the same results of the serial code at the last bit precision
of the machine, and to reduce the frequency of communication, all the sub-
points) that contain copies of the boundary values stored on neighboring

domains are overlapped at the inner boundaries on a slice of 2 grid point’s
calculation, the values stored on these slices must be updated receiving values

thickness. These slices, generally known as overlap areas, represent grid points
from neighbouring kernel points (see Fig 2).
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values are needed to exchange data among sub-domains belonging to the two

diagonals of the rectangular logical grid of processors.
a cluster, problems larger of the memory size of a single machine. This result

to store a portion of the global memory, and is therefore possible to solve, on
is more evident treating large size oceanographic experiments.

storage is drammatically reduced in the sense that each processor only needs

One of the main result of this



To guarantee a complete portability of the parallel code, all communication
calls are carried out by means of the widely used  ss ssin  library MPL.
The choice of MPI is also motivated assuming that a domain decomposition
technique is used and keeping in mind the target architecture being a generic
cluster of one or multiprocessor machines. More in details, two types of inter-
processor communications are needed to keep the computation consistent with
the sequential code (1) point-to-point communication to update values
among neighbouring processors and (2) global communication at each external
time step to check the stability (CF ) condition, and to gather together the
output variables. All necessary communication operations are collected in a
single library (see a subset of the entire library in Table 1), so the only visible
aspect of parallelism are the calls to these routines. Thus, it is very easy for
an expert user to change the communication core of the code without almost
any other e ort in the rest. Also, the resulting code is more readable and clear
for the researcher.

Table
Main MPI library subroutines in P -POM
ibrary routines escription
I T T, P, O ) end ernel slice of a

variable to the halo slice of
the 1 T ( T, P, O )
processor in the logical grid

I T T, P, O ) end ernel slice of a
variable to the halo slice of
the I T ( T, P, O )
processor in the logical grid

M () ather together the local
() variable to a global
() matrix

ompute the relative offset
position in the local logical
grids of a global index

In order to get the best performances in PCE-POM the key points are the
balance of the computational load and the minimizzation of the interproces-
sor communications. All these features are simultaneously and automatically
achieved in our code by means of a routine placed at the beginning of the
PCE-POM that computes an i decomposition bothin 1 si sor 2

t n u sub-grids, depending on the number of grid points of the global
horizontal model domain and on the number of requested processors respec-
tively (see Table 2 for an example showing how the mapping is changing for
di erent POM test cases).

e realized that to obtain an automatic domain decomposition the dynamic
memory management of Fortran 90 is needed. So, a great e ort has been done



Table
ifferent processors mapping varying the configuration problem and number of
Processors

configuration n. of proc. along long. along lat.

to convert the old Fortran 77 pieces of code responsible for the static allocation
memory in Fortran 90. In practice, the n blocks in the original code
are replaced with u feature of Fortran 90 and a wide use of s nt
is done to implement the MPI library, resulting in a very e cient code at the
end.

PCE-POM uses the same input and output les as the original POM. File
input output is performed only by the st processor.

Per or ance results t e sea ount case

In order to demonstrate the potential performance of PCE-POM and to un-
derstand how the problem size is related to the performance, two di erent
domain con guration of an idealised seamount case was de ned. Each con-

guration has twenty-one vertical sigma levels and the same horizontal grid
resolution. One has a domain size of 100 100 21 and the other a domain
size of 200 200 21 grid points. In both cases the bottom topography is
completly at at 4500 except in the center of the domain where a steep
seamount is de ned as

() 1o 09C ) (1)

where is 4500 and is 25 10 . The horizontal computational model
grid covers an area of about 537 and 10 3 respectively and is
staggered onto a rectangular grid through an Arakawa C scheme. The grid is
stretched so that the resolution is highest at the center where is de ned the
seamount. The resulting bathimetry and grid for the case 100 100 21 are
illustrated in Fig 3. The external and internal time steps are and 1 0



depth (m)

ig. . eamount geometry. The grid is stretched so that the resolution is highest
at the center.

respectively for both con gurations.

Performance analysis were done on a cluster of 4 ES40 interconnected
via nn , a fast communication link. Each ES40 node is a 4 proces-
sors machine equiped with ev processor at 500 Mhz clock rate. The

nn  release 2 0 has a sustained process-to-process bandwidth of almost
megabytes per second and a latency of almost 2 microseconds.
Table 3, Table 4 and Table 5 show respectively the elapsed time, the speed-up
and the parallel e ciency running PCE-POM in both con guration up to 1
day of simulation using di erent number of processors. e remark that the
comparison is realized with respect to the serial version of POM.

Table
lapsed time in seconds varying the number of cpu

processors

configuration serial

Performance are, in general, quite satisfactory in terms of speed-up in both
cases. In the 200 200 con guration, performances are really good, showing
the high computation communication ratio of the parallel code. e remark
that, in this case, the parallel e ciency is mantaining a costant and relatively
high value with the increasing of the number of processors, so scalability can
in principle be reached for an higher number of cpus.



Table

peed-up varying the number of cpu

processors

configuration serial

Table

Parallel efficiency varying the number of cpu
Processors

configuration serial

On the other hand in the 100 100 con guration, the size of the problem is
relatively small and the parallel e ciency reach its best value for exactly 1
machine (4 processors), while is decreasing with the number of cpus. As we
expect, only for a su ciently big con guration the parallel code is achieving an
high e ciency. On the other hand, this is ust what we wont, hoping to treat
large con gurations with a very high demand of computational and memory
resources.

A satisfactory reduction of the memory allocated on a single multiprocessor
machine during run is shown in both tests. e observe a ¢ w that is a
conseguence of the use in the parallel code of global work matrices which are
involved in the s tu and wut utphase and for the increasing of the overlapped
regions on the single machine. This fact is well shown in the Table

Table
Memory size in megabytes on a single machine

Processors

configuration

onclusion

The parallelization of the Priceton Ocean Model (POM) has been succesfully
realized. The code is in principle able to solve very large problems with great
e ciency portability has been reached using MPI. Moreover, using Fortran
90 features a clear and modular code has been developed and the program is
suitable for change easily its structure by the nal user.



However, a new approach for cluster of shared memory machines could be
considered to build a more e cient version of the PCE-POM code. In partic-
ular, the idea is to provide a mixed approach MPI OpenMP (OpenMP being
the t standard for parallelization on shared memory architectures ) to
guarantee very good performances but also portability for the target architec-
ture. Some preliminary results are promising and we hope to present a ¢
version of the new parallel code in the next few months.
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